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Adaptive Approximate Computing in
Arithmetic Datapaths
Sana Mazahir, Osman Hasan, and Muhammad Shafique
Abstract—Approximate adders and multipliers are often equipped with Error Detection and Correction (EDC) for accuracy
configurability during application runtime. Traditionally, EDC is controlled by user inputs at the component level. In this paper, we
propose an adaptive approximate computing approach for this purpose, aiming at an error-aware approximate computing system. This
involves an automated mechanism to sense error at the component level and adapt the subsequent operations such that the
accumulated error at the datapath output does not increase unchecked. The concept is illustrated by designing a datapath employing
multiple state-of-the-art approximate adders and multipliers to demonstrate the improvement in error performance with minimal area
overhead.
Index Terms—Approximate computing, approximate adders, approximate multipliers, adaptive computing, self-aware architectures,
accuracy configurability, error detection and correction (EDC)
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I NTRODUCTION

Approximate Computing [1] is an emerging trend in digital
design that exploits the inherent error tolerance in many
applications to gain performance enhancement in terms
of area, speed and/or power by forsaking computational
accuracy. This inherent error tolerance may be due to
the perceptual limitations of the user, redundancy in data
and/or presence of noise. Typical applications are in the
areas of image/video processing, machine learning and data
mining. As a consequence of the error-tolerance in these
applications, they do not require the output to be fully
precise, rather an approximate result may be acceptable,
subject to a quality constraint.
Several approaches for the design of approximate circuits exist in the literature. Approximations in the computing can be done at circuit, architecture and/or software
level [2]. Circuit-level approximations include the design
of approximate versions of logic circuits using algorithms
like Systematic Logic Synthesis of Approximate Circuits
(SALSA) [3]. Another popular approach to circuit-level
approximations is to design arithmetic datapaths using
approximate adders [2], [4] and/or multipliers [5], [6].
Architecture-level approximations can be done in complex
algorithms like Artificial Neural Networks (ANNs) by identifying critical neurons [7]. Softwares can also be approximated using techniques like code perforation [2].
Since adders and multipliers are fundamental components in any arithmetic datapath found in signal processing
and machine learning applications, the efficient designs for
these components has attracted great attention. Some pop•
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ular adders include block-based, high-speed adders [4], [8]
and adders employing approximate low-power Full Adders
(FAs) [2]. Several types of multipliers have been designed
by approximating partial products and/or their additions
[5], [6]. An important feature in most of these designs is the
provision of accuracy configurability [4], [5]. An accuracyconfigurable module has different modes of accuracy: an
accurate mode, and one or more approximate modes (with
different magnitudes of output error). An Error Detection
and Correction (EDC) mechanism, with a user control is
provided as an input to the module to select the required
mode. The EDC circuit is mostly integrated with individual
modules, whereas in most applications, there are far more
complex arithmetic datapaths, containing multiple modules
(adders/multipliers). However, the design of accelerators
and sequential circuits with multiple approximate components has gained relatively less attention. We recently
proposed an area-efficient design of accuracy-configurable
accelerators in our previous work [9]. It was demonstrated
that considering error propagation through multiple components results in a more efficiently designed EDC mechanism
for an accelerator.
In this paper, we propose to use the EDC mechanisms in
adder/multiplier modules to introduce an adaptive behavior in an approximate arithmetic datapath. Since a datapath
contains many approximate modules, the error at the output
of the datapath may become very large due to aggregation.
We observe that in a number of existing adders [4], [8] and
multipliers [5], error always has the same sign, which means
that it grows larger by addition. In this paper, for the first
time, we introduce self-awareness and self-recovery of error
to accomplish adaptive behavior in approximate computing.
Our aim is to keep the accumulated error magnitude in
check, without the requirement of a user’s intervention.
This is done by monitoring the Error Detection (ED) signals
at every approximate module and selecting the subsequent
operations in such a way that the output error is reduced as
compared to that in a conventional approximate datapath.
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Fig. 1. Basic concept of adaptive approximate computing using complementary modules is illustrate for a circuit performing the addition of three
numbers. The notation +() represents the adder in which the possible
error value is  and +(−) represents the one for which the possible
error value is −. ED is high when the result of first adder is erroneous.

There are several possible ways to accomplish this:
• Automated Mode Selection: This involves automatically selecting accurate or lower error mode in the next
module if ED is high in the current operation.
• Automated Consolidated Error Correction (CEC): If
ED signals from a number of approximate modules
are high at the same time, then automatically enabling
Error Correction (EC) or Consolidated Error Correction
(CEC) [9].
• Using Complementary Modules: If ED is high, then
selecting a complementary module for the subsequent
operation, complementary module being the one that
can cancel the error introduced by the standard version.
The first two methods are fairly straightforward. They can
be implemented by minor variations and additions to the existing designs. Although EC mechanism can be automated
to get a self-aware system, however, it incurs additional area
[8], longer critical path [9] and/or one or more extra clock
cycles [4]. In this paper, we focus on the third method, i.e.,
using complementary modules. We found this method to be
more efficient since it effectively utilizes the arithmetic operation
itself to correct the error introduced by previous operation, thus
eliminating the overhead of EC. In this way, an accelerator
datapath can internally recover from approximation errors
in different modules, thus enable self-recovery to provide
higher output quality, yet maintaining the benefits of approximate computing. Moreover, with careful design, the
overhead due to the complementing of modules can be kept
much smaller than the overhead of EC in existing designs.
In this paper, we will use the Generic Accuracy Configurable (GeAr) adder [4] and Lin’s multiplier [6] in adaptive
approximate datapaths to explain the design method and
demonstrate the improvement in error performance. The
practical benefit of the improvement in accuracy is also
demonstrated using an example of the Gaussian smoothing
of a noisy image.

2 A DAPTIVE A PPROXIMATE C OMPUTING USING
C OMPLEMENTARY M ODULES
The main idea of adaptive approximate computing is to use
ED signals from every module in an arithmetic datapath
to choose the subsequent module, in such a way that the
selected module can completely or partially cancel this error.
The selected component may be a Standard Approximate
Module (SAM) or its complementary version, henceforth

called as Complementary Approximate Module (CAM).
This may be done in a combinational or a sequential circuit depending upon the performance constraints and the
approximate module being used.
To illustrate the concept, we consider the functional
model of addition of three numbers, shown in Fig. 1. The
first adder is such that it can only introduce an error .
The second adder is selected from two adders, one having
a possible error value  and the other with the possible
error value −. If an error is detected in the first adder, i.e.,
ED is high, second adder is selected to be the one that can
introduce an error −. Consequently, if there is error in both
the adders the cumulative error will be zero. The worst-case
error magnitude will be limited to || and error rate (ER)
will be reduced 1 .
In practice, we do not need to implement the two versions of the approximate modules throughout the circuit,
rather the same logic can be implemented with fewer components. This is explained with the help of some case studies
in Section 3.
In this work, we will consider arithmetic data paths
that can be used to implement sum-of-products, which is
a typical operation in most signal processing and machine
learning applications. For simplicity and ease of understanding, we will consider data paths with approximate
adders.

2.1

Behavioral Model

Algorithm 1 describes the behavioral model of an adaptive
approximate data path. In a data path with M approximate
modules, Algorithm 1 determines whether the ith Approximate Module (AM i ), where 2 ≤ i ≤ M , should be a SAM
or a CAM. The behavioral model, given by Algorithm 1, is
explained as follows:
•

•

If EDi−1 is high, then we need AM i to be the complement of AM i−1 . This ensures that the error occurred in
AM i cancels the error in AM i−1 .
If EDi−1 is low, then two possibilities need to be
considered: 1) There is no error in any of the modules
up to module AM i−1 , which means AM i can be any
of the two available ones, 2) There is an uncorrected
error in any of the modules AM 1 –AM i−2 , which is
not canceled by the error in AM i−1 . In this case, AM i
must be the same as AM i−1 , so that the uncorrected
error from the previous modules may still get canceled
if there is error in AM i .

This model can be implemented as a combinational
circuit, a sequential pipelined or time-shared architecture
or integrated with a processor’s ALU with an appropriately
designed instruction set, depending upon the performance
constraints and nature of the approximate components being used.
1. Note that with only two adders (Fig. 1), a fixed accelerator with one
standard and one complementary module gives the same error performance. However, with larger number of modules, a fixed structure is
outperformed by an adaptive one. Here, we have considered a simple
two-adder circuit for ease of discussion.
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Fig. 2. (a) A GeAr adder with 3 Sub Adders (SA). The SAs are precise adders that give the sum S[k : 0] = A[k : 0] + B[k : 0] + cg and the Carry
Generators (CG) implement the carry prediction logic of Carry Lookahead Adder (CLA) to give cg . Note that the carry prediction signal cp is derived
from the carry prediction logic, so there is no additional logic required. (b) An adaptive sequential accumulator. (c) An adaptive accelerator using
three GeAr/CGeAr adders, designed using the proposed methodology. For simplicity, GeAr/CGeAr adders with two sub-adders are shown. Similar
logic can be trivially extended for larger number of sub-adders.

Algorithm 1 Behavioral Model for Adaptive Datapath
1: Inputs: Number of Approximate Modules M , Standard Approximate Module (SAM) and Complementary Approximate Module
(CAM).
2: Select Approximate Module AM 1 as SAM .
3: for 2 ≤ i ≤ M do
4:
if EDi−1 = 1 then
5:
Select AM i as [AM i−1 ]C , where [SAM ]C = CAM and
[CAM ]C = SAM .
6:
else
7:
Select AM i as AM i−1 .
8:
end if
9: end for

2.2

Implementation Requirements

The implementation of an adaptive approximate data path
according to the above-discussed concept requires the following elements:
• Standard and complementary versions of the approximate modules. Ideally, the standard and complementary versions should be such that they have the 1) same
error magnitudes, with opposing polarities and equal
(SAM )
(CAM )
probabilities, i.e., pE
(x) = pE
(−x) and, 2)
same area, power and speed performances.
• Error Detection (ED) signals with every component.
• A mechanism/signal S/C to determine whether a module is a standard (S) one or a complementary (C) one.
• A mechanism to switch between the two modules in
response to ED and S/C signals.
In the next section, we demonstrate how these components
can be systematically designed and integrated to achieve the
proposed adaptive behavior.

3

C ASE S TUDY

In this section, we discuss the implementation of adaptive
approximate data paths employing the Generic Accuracy
Configurable (GeAr) adders [4] and Lin’s multipliers [6],
according to the method given in Section 2.
3.1 Adaptive Approximate Computing using
Approximate Adders
3.1.1 GeAr and CGeAr Adders
The GeAr adder model [4] is the most generic model
available for block-based adders with uniform-length subadders. A more general model can be found in [10]. The
block-based adders exploit the rare occurrence of long carry
propagations in an addition operation. Therefore, the errors induced by breaking this carry chain may be very
infrequent. Thus, the carry-chain is truncated by dividing
the input bits among multiple disjoint or overlapping precise sub-adders (SAs). Note that this block-based design
of approximate adders is a popular approach, found in a
number of previous works. We are using the GeAr model
here because it is the most generic model that can be
systematically configured. An N -bit GeAr adder is denoted
as GeAr(N, R, P ), where R is the number of sum bits and
P is the number of carry prediction bits [4] in every SA.
GeAr(N,R,P) with three SAs is shown in Fig. 2(a). Note that
SA1 is an R + P -bit precise adder. Every SA, except SA1, is
an R-bit precise adder, which uses a carry-in generated by
the Carry Generator (CG). Another way to look at the carry
chain truncation is that we fix the carry-in of all CGs to
zero. A complementary GeAr (CGeAr) adder is designed by
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fixing this carry-in to 1 instead. In other words, we introduce
excess carry bits, of the same weight, to heal the deficiencies
created by lost carry bits due to truncation.
Detailed error probability analysis for this type of adders
can be found in our previous work [10]. Intuitively, since
in GeAr, we set carry-in to CG as zero, the erroneous
result is always smaller than the precise sum, as there is
a deficiency of 1’s. In contrast, in CGeAr, the carry-in to
every CG is fixed to one, which renders the erroneous
sum greater than the precise sum. Therefore, GeAr and
CGeAr introduce errors of opposing polarities. The analysis
shows that the PMFs of GeAr and CGeAr adders satisfy
(GeAr)
(CGeAr)
pE
(x) ≈ pE
(−x).
3.1.2

ED Signals

For the ED signal, we use the conditions on inputs that lead
to error in a sub-adder [4]. The output of the j th sub-adder
(2 ≤ j ≤ k ) of any GeAr adder is erroneous when the
following two events occur simultaneously:
•

All the P prediction bits of this j th sub-adder are propPV
−1
agating carry-in, i.e., cpi,j =
Ai,j [k] ⊕ Bi,j [k] = 1,
k=0

•

•

where Ai,j and Bi,j are inputs of the j th sub-adder of
the ith GeAr adder.
The previous less significant bits, which are not included in this j th sub-adder’s input, are generating
a carry-out couti,j−1 that is not equal to the carry-in
cini,j .
Fig. 4 shows the evaluation and comparison of standard
and adaptive accelerators to Gaussian smoothing of a
noisy image. GeAr(16,4,0) is used in the evaluation,
which has a critical path delay equal to 34.5% of the
delay of a 16-bit ripple carry adder (see Table 1, FPGA
implementation).

Therefore, the ED signal EDi,j for the j th sub-adder of ith
GeAr adder in the data path is given as follows:

EDi,j = cpi,j ∧ (cini,j ⊕ couti,j−1 )

(1)

In comparison with the standard GeAr with EDC [4], we are
using an additional XOR gate here for error detection. This is
because, in contrast with standard GeAr-based accelerators,
we need to vary cin signals from one adder to another.
Note that in case of the GeAr adder, it is possible to
switch between GeAr and CGeAr module as a whole or only
change the carry-in of individual sub-adders of the GeAr
adders. In this work, we will show experiment results with
the first case by using 1) EDi = ∨kj=2 EDi,j , which means
that the data path will adapt according to the error in any of
the sub-adders and 2) EDi = EDi,k which means that the
data path will adapt in response to errors with large values
only.
3.1.3

S/C Signals

The carry-in signal at the sub-adder inputs is 0 in a GeAr
adder and 1 in a CGeAr adder, which means that it can
differentiate between the two modules. Therefore, cini,j will
be used as the S/C signal.

3.1.4

Switching between GeAr and CGeAr

Since the only difference between a GeAr and CGeAr adder
is the value of cini,j , we need to implement a logic circuit
that will change cini+1,j , in response to the value of EDi,j .
According to the behavioral model in Algorithm 1, this can
be accomplished using a single XOR gate as follows:

cini+1,j = cini,j ⊕ EDi,j

(2)

The XOR gate will complement the module, by complementing the cin signal, if error is detected, i.e., EDi,j is
high. Otherwise, it will keep the next module unchanged.
Fig. 2c shows an implementation of an adaptive data
path as a combinational circuit. We see that, as compared
to the conventional GeAr adder with EDC [4], we have
completely eliminated the EC logic, while adding only two
XOR gates per adder for introducing the adaptive behavior.
It is known from the previous works [4], [9] that the critical
path delay of ED logic is much shorter than that of the subadder, so the proposed design can also operate at the same
clock frequency. The circuit is shown for a simple GeAr
adder with two sub-adders each. The same logic can be
extended for other GeAr adders in a straightforward way.
Moreover, the same logic can be implemented as a pipelined
circuit, by adding registers, or as a sequential accumulator
circuit, by using registers and feeding back the S/C signal
along with the adder output. This is illustrated in Fig. 2b. In
case of parallel additions, similar concepts and method can
be used to design the data path for the specific topology.
3.1.5

Performance Evaluation

The error performance of the proposed GeAr-based adaptive approximate computing is carried out via Monte-Carlo
simulations of the logic circuits similar to the one in Fig. 2b.
The simulated datapath has M approximate adders, with
M +1, N -bit uniformly distributed inputs. The performance
of the proposed design is compared with standard accelerators with all identical components and no EDC. Fig. 3 shows
the PMFs of error E = Sprec −Sappr . Table 1 shows the computed metrics for simulations corresponding to Fig. 3a,b,d,e.
It can be clearly seen that there are significant reductions in
the ER, worst-case error and Mean Error Distance (MED).
Area (LUTs on FPGA) and critical path delay are evaluated
per adder by synthesizing the logic circuit on Xilinx Virtex
6 XC6VLX75T FPGA. For ASIC simulations, we used the
Synopsis Design Compiler, with two different wire models
(WL10 and WL20) used for interconnections. The tapless
standard cell library UMK65LSCLLMVBBR-B is based on
UMC’s 65nm Low-K Low Leakage RVT process. We make
the following interesting observations from the simulation
results:
• Considering Figs. 3a, b, only one sub-adder in any
GeAr adder can be erroneous, so EDi = EDi,2 . We
see that in conventional accelerators, the error value
continues to grow as the data path becomes larger.
In the proposed adaptive accelerator, the cumulative
error value converges to a single value. This is predictable because if there is error in any two adders,
it will always get canceled. The cumulative error will
be non-zero only if odd number of adders among the
M adders are erroneous, from which only one error
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Fig. 3. Comparison of PMFs of error with conventional GeAr-based accelerators and proposed adaptive accelerators. (a) GeAr(16,8,0), (b)
GeAr(16,7,2), (c) GeAr(15,5,0) using EDi = EDi,2 ∨ EDi,3 , (d) GeAr(15,5,0) using EDi = EDi,3 , and (e) GeAr(16,5,1) using EDi = EDi,3 .
TABLE 1
Performance of standard and proposed accelerators. Using M GeAr(N,R,P) adders.

Datapath
RCA, 𝑁 = 8
GeAr(8,4,0)

Standard
Standard
Adaptive
GeAr(8,3,2)
Standard
Adaptive
GeAr(8,2,4)
Standard
Adaptive
RCA, N=16
Standard
GeAr(16,8,0) Standard
Adaptive
GeAr(16,7,2) Standard
Adaptive
GeAr(16,5,1) Standard
Adaptive
GeAr(15,5,0) Standard
Adaptive
GeAr(16,4,0) Standard
Adaptive
RCA, N=24
Standard
GeAr(24,8,0) Standard
Adaptive
GeAr(24,12,0) Standard
Adaptive
GeAr(24,6,0) Standard
Adaptive

(a)

(b)

ER
0
1
0.4705
0.6213
0.392
0.1579
0.146
0
1
0.495
0.6702
0.4493
0.9938
0.879
1
0.847
1
0.9415
0
1
0.8398
1
0.5062
1
0.9456

M=8
𝐸𝑚𝑎𝑥

MED
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12544
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1
1
0
1
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1
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1
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0
0
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119.7
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7.39
160
52.67
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17.67
128
19.4
64
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0
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3584
1028
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251
12610
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1536
12610
8148
1216
498
50816
32771
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67238
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Fig. 4. Gaussian smoothing (5 × 5 kernel) of noisy image, using (a)
precise computing, (b) standard homogeneous approximate accelerator with GeAr(16,4,0), and (c) proposed adaptive accelerator with
GeAr(16,4,0). Multiplications are precise. Significant quality improvement is achieved over standard accelerator while reducing the critical
path delay by 65.6% (Table 1).

•

•

FPGA
Delay
Area
(ns) (LUTs)
2.603
8
1.604
7
1.604
8
2.092
9
2.097
10
2.115
9
2.471
13
4.687
16
2.603
15
2.603
16
2.819
16
2.826
17
2.103
14
2.103
15
2.097
14
2.097
14
1.604
16
1.604
16
6.407
24
2.603
21
2.603
22
3.601
23
3.601
24
2.100
24
2.100
25

ASIC with WL 10µm
Delay
Area
Power
(ns)
(µm2)
(mW)
1.26 223.559 0.0425
0.71 223.929 0.0407
0.71 225.882 0.0411
0.57 242.847 0.0443
0.57 294.408 0.0526
0.48 277.596 0.0492
0.48 329.729 0.059
2.35 444.825 0.0876
1.26 445.185 0.0847
1.26 447.138 0.0852
1.12 464.103 0.0883
1.12 515.664 0.097
0.96 464.463 0.0871
0.96 484.614 0.091
0.85 417.888 0.077
0.85 419.841 0.078
0.71 446.787 0.085
0.71 447.810 0.086
3.44 666.081 0.1312
1.26 666.801 0.127
1.26 668.754 0.128
1.8 666.441 0.13
1.8 668.394 0.13
0.96 666.332 0.134
0.96 668.578 0.133

ASIC with WL 20µm
Delay
Area
Power
(ns)
(µm2)
(mW)
1.72
366.128
0.0643
0.99
366.498
0.0611
0.99
370.404
0.062
1.13
397.134
0.0664
1.62
481.896
0.0791
1.31
457.272
0.0742
1.86
540.648
0.0886
3.18
728.010
0.1327
1.72
728.370
0.128
1.72
732.276
0.129
1.86
759.006
0.133
2.35
843.768
0.146
1.31
759.366
0.131
1.31
793.188
0.137
1.17
683.496
0.117
1.17
687.402
0.118
0.99
729.101
0.129
0.99
732.591
0.130
4.64
1089.882 0.1987
1.72 1090.6021 0.192
1.72 1094.5081 0.193
2.45 1090.2421 0.196
2.45 1094.1481 0.197
1.31
1090.323
0.198
1.31 1094.2110 0.199

will remain uncorrected. Consequently, the worst-case
cumulative error is reduced to the error value in a single
adder, whereas theoretically, in conventional accelerator,
worst-case cumulative error is M times the error in
a single adder. The single uncorrected error can be
detected by ⊕M
i=1 EDi and corrected using an EC only
once at the end, if required.
Similar observation is made in Figs. 3d and 3e. However, since we are adapting according to EDi,k , the
error value spreads closely around the error value in
k th sub-adder, instead of converging to a single value.
The EC proposed in [4] requires one extra clock cycle
per sub-adder to correct the error, in addition to the
area overhead of 2R + 1 2-to-1 multiplexers and two
OR gates per sub-adder [4, Fig. 6]. The EC proposed
in [8] for ACA-II also involves a large area and speed
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overhead, as it uses an incrementor circuit to correct
the deficient sum. Our previous approach [9] involved
accumulating errors from several adders and performing the error correction at the end of the datapath.
This approach eliminated the component-level EC but
introduced the overhead of accumulating the errors.
This approach yielded some area and speed benefits
in comparison with the approaches in [4], however,
the approach was not easily scalable, i.e., it was not
straightforward to implement it for larger accelerators.
In contrast, the proposed design offers a minimal area
overhead with no increase in clock cycles or the critical
path delay. Moreover, it is flexible and scalable enough
to be implemented as a combinational or a sequential
circuit involving any number of inputs.
Comparing Figs. 3c and 3d, we see that adapting according to only the ED signal from higher significance
sub-adder (EDi = EDi,L in Fig. 3d) gives better error
statistics as compared to adapting to ED signal from
any sub-adder (EDi = EDi,2 ∨ EDi,3 in Fig. 3c). This
means that in order to get maximum benefit from the
proposed method, it is required to carefully study the
probability distribution of individual components and
then decide a threshold for error according to which the
data path should adapt.
Comparison of Figs. 3a and 3b, along with results in
Table 1, show that although an individual GeAr(16,7,2)
adder has better error performance than a GeAr(16,8,0)
adder, due to the presence of prediction bits (see Section
3.1.1), the adaptive accelerator using GeAr(16,8,0) outperforms the one with GeAr(16,7,2) in terms of error statistics,
silicon area and critical path. This observation is very
significant as it shows that it may not be always sufficiently informative to evaluate approximate modules
at component level only.
Fig. 4 shows the results of Gaussian smoothing of a
noisy image using the GeAr(16,4,0) for the additions in
the convolution operation. The same GeAr configuration is used in standard homogeneous accelerators (Fig.
4b) and in the proposed adaptive accelerator (Fig. 4c). It
can be seen that the result from the adaptive computing
is much closer to the result of precise computing (Fig.
4a), with a speed benefit of 65.6 % and no area overhead
(Table 1).

3.2 Adaptive Approximate Computing using Approximate Multipliers
3.2.1 Using Lin’s Multipliers
In this section, we apply the proposed adaptive technique to
Lin’s multiplier [6], which is based on using 4 : 2 compressors in the partial product adder tree to reduce the number
of adder stages in a Wallace tree multiplier. Note that several
other previous works involve using 4 : 2 compressors in
similar structures. This multiplier was chosen because it was
proposed as an accuracy configurable structure.
Fig. 5 shows the required modification in a Lin’s 4 × 4
multiplier that is used to make it adaptive. In this 4 : 2
compressor, the error occurs when all the inputs are 1. In

6
A=[a4 ,a3 ,a2 ,a1 ]
B= [b4 ,b 3 ,b 2 ,b1 ]

Prec ise ha lf a dde r
Prec ise full adde r
Approx . 4:2
compressor
a4 ᴧb1

sum
a3 ᴧb2 4
: ca rry
a2 ᴧb3
2
ED
a1 ᴧb4

(a)

E Di-1
S/C i-1

S/C
(b)

Fig. 5. (a) A 4 × 4 multiplier employing an approximate 4 : 2 compressor.
(b) Modified partial product tree with adaptive 4 × 4 unit. Larger multipliers can be constructed by recursively using this 4 × 4 units [6], [11] or
following the Wallace tree multiplier approach [6].

this case, the compressor gives a sum 2 instead of the correct
sum, i.e., 4. The complementary Lin’s multiplier must give
a sum equal to 6. Fig. 5(b) shows a modified design for
a 4 × 4 Lin’s multiplier, with switchable error polarity.
Essentially, a half adder is changed into a full adder by using
the S/C signal as input, which does not affect the number
of adder stages. The ED signal is derived from the 4 : 2
compressor by adding a NOR gate to the logic [6]. When
the S/C signal is zero, the multiplier acts as a standard
Lin’s multiplier, while S/C = 1 ∧ ED = 1 changes the
module into complementary Lin’s multiplier. The logic for
S/C signal, as shown in Fig. 5(b), for the adaptive datapath
is derived using Algorithm 1. The error probability analysis
for this type of multipliers can be found in our previous
work [11].
3.2.2 Performance Evaluation and Observations
For Lin’s multiplier, the Monte-Carlo simulations are performed by considering the evaluation of sum of products,
such that products are evaluated using 8×8 Lin’s multiplier
[6] while sums are precise. For every multiplication, we
generated two uniformly distributed 8-bit inputs of the Lin’s
multiplier. The number of these products in every sum is
M . The PMF of the cumulative error in the resulting sum
of product is shown in Fig. 6. The PMFs obtained using
standard accelerators are also shown for comparison.
The area overhead of adaptive datapath was found to be
slightly less than the design with EDC [6], whereas delay
overhead of EDC was completely eliminated in the proposed adaptive design. Moreover, the proposed approach is
more straightforwardly applicable to various configurations
of Wallace tree and recursive multipliers that can employ
this 4 : 2 compressor. In contrast, the EDC approach in [6]
is more restrictive in applicability as it can only be used
in recursive multipliers following the model in [11, Fig. 1].
Therefore, the proposed design has an overall advantage of
improved speed, accuracy and flexibility over the conventional non-adaptive counterpart.

4

R ELATED W ORK

In [12], quality programmable vector processors were
proposed to effectively deploy approximate computing using the SW/HW interface. The framework, named QUORA,
basically involves the formulation of an instruction set and
the design of a micro-architecture. This micro-architecture is
the hardware consisting of the approximating circuits, and
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tive approximate computing. Particularly, while designing
individual components, it is important to consider how
multiple components can interact in a typical data path.
In view of our experimental results and the fact that most
applications require more complex computing data paths
than a single addition or multiplication, it may not be
sufficiently informative to study only the component-level
error performance of adder/multiple designs. Moreover, it
may be much more wasteful, in terms of speed and silicon
area, to design EDC at single component level, as we see
in this work that this functionality can be partially or fully
embedded into the components themselves.

Cumulative Error x = SoP prec − SoP appr

R EFERENCES
Fig. 6. Comparison of PMFs of error in sum of product computation
using standard and proposed adaptive accelerators with Lin’s multiplier.

mechanisms of error estimation and EDC for implementing the quality control. The error estimation and EDC can
still result in prohibitively large overhead when deployed
at component level. Another quality control provision in
QUORA is the up/down precision scaling mechanism,
which essentially truncates the results to a predetermined
number of bits, to gain energy-efficiency. The precision
scaling mechanism is supplemented with error monitoring
and error compensation. The error monitoring consists of
registers that accumulate errors over multiple computations.
Separate registers are used for accumulating positive and
negative errors, depending upon the direction in which
results are rounded off. Error compensation is done by
controlling the direction of rounding off, depending on the
values in positive and negative error registers. This is done
by using a comparator to compare the values in positive and
negative error registers, and the direction of rounding off in
the next operation is selected such that the total truncation
error is reduced.
Our previous work on consolidated error correction in
accelerators [9] used error accumulators, followed by error
correction. The process of accumulating errors and then
using compensation mechanisms is expensive, as it requires
accumulators for error estimation and additional error correction circuitry. The adaptive approximate computing approach proposed in this paper is significantly more efficient,
as it works by preventing error accumulation by correcting
on the go. Since the cumulative error does not grow with
the datapath size, we do not need any hardware for error
estimation, comparison with predetermined thresholds or
error compensation/correction circuitry used in previous
designs [9], [12].

5

C ONCLUSION

In this paper, we have presented the concept and design
methodology for constructing adaptive approximate computing with the self-recovery feature. The experimental results from our case studies show that with careful design, it
is possible to significantly improve the overall performance
of systems employing approximate computing. The proposed behavioral model and implementation requirements
can serve as guidelines for designing improved and more
flexible adders and multipliers, that are amenable to adap-
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